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Abstract—Maritime Situational Awareness (MSA), the capabi-
lity of understanding events, circumstances and activities within
and impacting the maritime environment, can be greatly im-
proved by the automatic identification and classification of vessel
activity. Enhancing coverage of existing technologies such as
Automatic Identification System (AIS) provides the possibility to
integrate and enrich services and information already available
in the maritime domain. In this paper, we propose a method that
automatically extracts knowledge from ship reporting positioning
data. In particular, we apply this architecture to the practical
scenario of automatically discovering fishing areas based on
historical AIS data broadcast by fishing vessels.

I. INTRODUCTION AND MOTIVATION

The collection of maritime positioning data from self-
reporting systems such as Automatic Identification System
(AIS) [1] is providing a wealth of data that can be used
to automatically extract knowledge for situational prediction
or anomaly detection (e.g. [2]). Such knowledge reflects the
behaviour of a portion of traffic identified by the reporting
system requirements, i.e. ships of 300 gross tons and upwards
in international voyages, 500 tons and upwards for cargoes not
in international waters and passenger vessels [3]. In addition,
all EU fishing vessels of overall length exceeding 15 m shall
also be required to be fitted with AIS starting in May 2014 [4].
This allows for the collection and analysis of positioning data
related to small-medium fishing vessels that have never been
achieved in the past. In particular, the refresh rate of AIS
messages can go down to few seconds depending on vessel
motion, enabling an accurate track reconstruction and therefore
a detailed description of relevant activities and behaviours.

The aspiration of the legislators behind the obligatory use
of vessel identification systems was the need to control fishing
and combat Illegal, Unreported and Unregulated fishing (IUU).
IUU depletes fish stocks, destroys marine habitats, distorts
competition, puts honest fishers at an unfair disadvantage,
and weakens coastal communities, particularly in developing
countries.

On the other hand, the principal aim of fisheries man-
agement under the Common Fisheries Policy (CFP) is to
ensure high long-term fishing yields for all stocks by 2015
where possible, and at the latest by 2020. If fishing is not
controlled, stocks may collapse and fishing will cease to be
economically viable. It is in everyone’s interest to have a
fisheries management system in place. Fisheries management
can take the form of input controls (access to waters, fishing

effort limitations, technical measures), output controls (Total
Allowable Catches-TAC), or a combination of both.

In certain marine regions of the world, management plans
are centered around effort restrictions (e.g. Mediterranean Sea)
or spatio-temporal effort control (USA East Coast). In such
cases, estimation of spatio-temporal allocation of fishing effort
is of paramount importance to conserve marine resources and
ensure the profitability of the fishing industry. The introduction
of Vessel Monitoring Systems (VMS) [5] for fishing vessels
with overall length over 12 m, greatly increased the availability
of data on the distribution of fishing activity, providing vessel-
specific high-resolution data from all fishing grounds used
by the larger vessels. Although VMS was introduced to
support enforcement, processed VMS data are increasingly
used to show the locations and dynamics of fishing activity,
usually based on density distributions of position records or
reconstructed tracks. This data can be invaluable for stock
assessment, research, and management in a number of ways.
In the existing literature, research efforts focus on mapping
of fishing intensity, measuring depletion, assessing trawling
impacts and defining fishing grounds by exploiting VMS (see
e.g. [6]–[10]).

However, AIS presents several advantages compared to
other currently available means of detection. AIS, in contrast to
VMS, has many benefits as a vessel tracking system, both from
a data accessibility point of view as well as from a cost effi-
ciency perspective. It is notoriously difficult, indeed, to access
VMS data for any use other than control and enforcement (e.g.
scientific advice on effort allocation) [11]. Moreover, AIS data
are characterized by higher persistence than VMS records, that
are transmitted mainly every 2 hours. To further increase use
of the AIS system as a means of global tracking, AIS messages
can now be received also from space and a growing number of
satellite based data providers have emerged [12]. As opposed
to terrestrial networks of AIS receivers, whose performance is
characterized by high persistence, but limited coverage, space-
based systems can collect messages in the open sea, far away
from the coastline. It follows that AIS could become an ideal
tool not only for control and enforcement authorities, as it was
originally designed, but for fisheries managers as well.

The purpose of this paper is to present a methodology to
extract knowledge relevant for assessing the activity of fishing
vessels, from historical (both coastal and space-based) AIS
data, in order to overcome the limitations related to VMS data.



The remainder of the paper is organized as follows. Section II
provides a detailed description of the proposed approach.
Section III applies the methodology to a real data set and
conclusions and future works are summarized in Section IV.

II. DISCOVERING FISHING AREAS

In this section, we describe a methodology that automati-
cally discovers worldwide fishing areas from ship reporting
systems data in an unsupervised way. The functional scheme
is depicted in Fig. 1. First, the selected raw messages are pre-
processed to reduce redundancy and duplications. The trajec-
tory extraction process ingests the cleaned raw messages in
order to identify, maintain and synthetically represent separate
ship-tracks. Then, the event identification step analyses every
single trajectory to detect and flag behaviours of interest like
the trawling of a fishing vessel. Finally, the events pointed
out are clustered in the direction of discovering and validating
fishing areas worldwide.

A. Data pre-processing

Ship reporting systems may include terrestrial and satellite
AIS [1], Long Range Identification and Tracking (LRIT) [13]
or Vessel Monitoring System (VMS) [5]. In light of the con-
siderations made in the introductory section, we will consider
only AIS data, while details on the fusion and integration of
traffic monitoring operational systems can be found in [14].
The proposed architecture is able to select data set according
to the desired set of sensors, area of interest and time interval.
The pre-processor accomplishes a preliminary cleaning of the
selected raw messages by discarding data having the same
identifier (the MMSI number in AIS data) that are too close
both in time and space to each other and sampling them at a
desired rate (see [15] and [16]). The advantages of the pre-
processing step are twofold: (i) the deletion, for a given vessel,
of redundant duplicate points coming from different platforms
with different delays; and (ii) the reduction of the huge amount
of data to process. The data sampling rate is chosen such
that the neglected points are redundant with respect to typical
vessel motions.

B. Trajectory Extraction from raw data

AIS messages bear dynamic information (e.g., position,
Speed Over Ground (SOG), Course Over Ground (COG), Rate
Of Turn (ROT)) and static/voyage-related information (e.g.,
MMSI number, name, IMO number, call sign, destination,
vessel type, size) of ships. The trajectory extraction step of
the proposed method aims at discriminating between different
ship-tracks and the extraction of single vessel trajectories.
The former goal would seem straightforward as each ship
is identified in AIS messages by its MMSI number, a 9-
digit ship identifier. Unfortunately, it is not rare that the same
MMSI is improperly used by more than one vessel. Two in-
ternal identifiers for vessels and tracks, assigned as sequential
numbers to every new vessel discovered, need to be created
(see [15] and [16]) by exploiting dynamic data and looking
at the static/voyage-related information already available. An
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Fig. 1. General architecture of the Fishing Area Discovery Process. Data are
selected from the database (DB) and pre-processed. Then, single trajectories
are extracted from the raw pre-processed data. The analysis of these trajec-
tories generates the points of interest, which are clustered in order to obtain
the fishing areas.

incoming AIS message is assigned a new combination of
identifiers if its MMSI does appear for the first time or if
it is declared as an outlier after a kinematic gating. It may
happen that an incoming MMSI corresponds to two or more
identifiers: in this case, a nearest neighbor approach is adopted
for the association. The split of a track for a given vessel
occurs when the ship is not transmitting or is not moving
for long time intervals. Finally, the internal identifiers are
linked to the static/voyage-related information in such a way
to provide as output a list of Vessel Objects, VE , identified by
both static/voyage-related and dynamic properties.

Formally, within the current stage, we extract vessel trajec-
tories using the following representation. Let T be a vessel
trajectory

T = (tid, vid, {(f1, t1), (f2, t2), . . . , (fL, tL)}) , (1)

where tid and vid are the track and vessel identifiers, re-
spectively, and fi is a feature vector describing the vessel
dynamics at time ti, ti < ti+1, ∀i ∈ {1, . . . , L− 1}. The
selection of the feature vector is an important aspect in the
framework of Points Of Interests (POIs) learning [17]. The
minimal set of information is the location (longitude and
latitude) of the ship. Since the main focus of the paper is
on the discovery of fishing vessel activities, then we need
both directional and speed information of the vessel. The
main characteristic that identifies the fishing activity is indeed
the fast variation of the direction together with a change in
the speed. Accordingly, fi = [xi, yi, vi, θi], where (xi, yi)
represent the vessel coordinates, vi is the SOG and θi is
the COG at time ti. The process of trajectory extraction thus
provides the following stage with a set of Vessel Objects VEk,
each one containing both dynamic and static/voyage-related
information on a single trajectory Tk, k = 1, . . . , N .
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Fig. 2. (a) Single track of a fishing vessel starting from the port of Grindavik (Iceland) on January 1st, 2014 and steaming toward a fishing area until January
4th, 2014; (b) The upper panel depicts the behaviour of reported SOG, while the lower plot represents the variation of COG versus timestamps of observations.

C. Events Identification

In this section, we describe an automatic method able to
discover the points of interest in the trajectories obtained from
the previous stage. As described before, we focus on the
discovery of fishing areas, then the current process aims at
identifying those sections of a single trajectory where the ship
is probably fishing. With this goal in mind, we follow the
approach proposed in [18], where the trajectory is partitioned
in smaller pieces, called stops and moves. In general, a stop
is a part of a trajectory such that (i) the user has explicitly
defined this part of the trajectory to represent a stop; (ii) the
temporal extent is a non-empty time interval; (iii) all stops
in a same trajectory are temporally disjoint. A move, instead,
is a sub-trajectory delimited by two consecutive stops or the
first/last observation of the trajectory. Consequently, stops are
the atomic points that will be used to discover POIs.

Three different methods have been developed to define
stops. The first method, called IB-SMoT (Intersection Based
Stops and Moves of Trajectories) [19] recognizes stops by
exploiting the intersection of trajectory sample points with
relevant geographic objects that are relevant for the applica-
tion. The CB-SMoT (Clustering-Based Stops and Moves of
Trajectories) [20] method is based on the speed variation of
the trajectory. It first generates stops where the trajectory speed
is lower than a given threshold for a minimal amount of time.
In a second step, the method matches the clusters with a set of
user defined relevant geographic places. Finally, the DB-SMoT
(Direction-Based Stop and Moves of Trajectories) approach,
proposed in [21], considers the direction of the trajectory as
the main threshold to find stops.

The choice of the algorithm that best fits our scenario is
based on the following considerations. We would like to obtain

an automatic way to discover fishing stops independently from
the availability of geographic and environmental information,
because we would like to discover also ships fishing in not
allowed areas. For this reason, the method IB-SMoT does
not match to our requirements. While fishing, vessels have
generally a low velocity and a fast changing course, as can be
observed from Fig. 2, which depicts a trawler fishing vessels
starting from the port of Grindavik (Iceland) on January 1st,
2014 and steaming towards a fishing area. Panels on the right
represent the time behaviour of reported SOG and variation
of COG, respectively. While in port, the ship has a very low
SOG and a COG that changes very rapidly. When the ship is
steaming, its SOG is around 8 knots and its COG is almost
constant. During its fishing operation, finally, both the SOG
and COG change in a very random and fast manner. Then
the CB-SMoT algorithm might produce good results, even
though it would be not able to discriminate the fishing stops
from (i) low-velocity maneuvers close to ports and (ii) low-
velocity maneuvers when leaving or approaching a harbor.
During their fishing operations, ships are characterized by
significant variations in their course over ground. Then a
method based on the direction, like the DB-SMoT, would
allow the identification of the desired stop points. On the
other hand, fishing vessels approaching or leaving ports exhibit
trajectory with not-negligible direction changes. The use of
the DB-SMoT algorithm might generate semantically wrong
stops. As a natural consequence of the discussion in the above,
we propose a combination between CB-SMoT and DB-SMoT
methods. In the following, we will use the same terminology
as in [21]. The proposed approach, shown in Algorithm 1 for
a single track, has as input a trajectory T produced as in (1),
the minimal direction change threshold ∆θth, the minimal and
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Fig. 3. Graphical representation of fishing vessels with the state-node (circles)
and transition links (arrows) indicated.

maximal amounts of time to generate a cluster ∆tmin, ∆tmax,
respectively, the maximal tolerance to evaluate the variation
of direction MaxTol, the lower and upper thresholds for the
speed vmin, vmax, and the minimal number of points to build
a cluster, NPts. From the trajectory T we can evaluate the COG
variation among every two points, ∆θ. If the COG variation is
greater than the threshold ∆θth and its SOG is in between the
interval (vmin, vmax), then the points are added to the cluster.
Else, we check for the tolerance parameter MaxTol in order to
verify if the point that has not changed the direction was noise
or if the direction change has ended. Finally, before closing a
cluster, we check if it passes the condition on both the duration
time interval, (∆tmin,∆tmax), and the minimum number of
points, NPts. While building the clusters for fishing stops, it
would be straightforward to identify the port stops by simply
flagging those points whose COG variation overcomes ∆θth
and SOG is less than vmin.

The choice of the algorithm’s parameters is a critical aspect
and it affects the real capability to identify and discriminate
among different fishing behaviours. The algorithm thus returns
fishing stop points (eventually port points) and move points
for each trajectory extracted from raw messages. In this way,
it is possible to summarize the behaviour of a fishing vessel
through the graphical representation in Fig. 3, where circles
represent the state-node reachable from ships (in port, steam-
ing and fishing) and links represent the allowed transitions
between states.

D. Trajectory Clustering

Fishing stops have been previously identified as those por-
tions of the trajectories where the SOG is in a desired interval
and the variation of the COG keeps greater than a threshold
for more than a given time interval. In this section, we aim at
aggregating the fishing points to locate the fishing areas and
to evaluate their extent by exploiting a clustering procedure.

Clustering is the process of classifying a set of data into
groups of similar objects. A wide range of algorithms have
been proposed for clustering and we focus on density based
methods (e.g. DBSCAN [22], OPTICS [23], DENCLUE [24]),

Algorithm 1 Fishing Behaviour Detection
Require: T, ∆θth, ∆θ, ∆tmin, ∆tmax

Require: MaxTol, NPts, v, vmin, vmax

1: n =length(T)
2: i← 1
3: ClusterOpen ← false
4: Cluster={}
5: AllClusters={}
6: while i ≤ n do
7: if (∆θ[i] > ∆θth & v[i] ∈(vmin, vmax)) then
8: Cluster=Cluster + {pi}
9: ClusterOpen←true

10: else
11: if (ClusterOpen) then
12: index=CheckTolerance(MaxTol,∆θth)
13: if (index<=i+MaxTol) then
14: for j=index to i do
15: if (v[j] ∈ (vmin, vmax))) then
16: Cluster=Cluster + {pj}
17: end if
18: end for
19: i=index
20: else
21: ∆T = duration(Cluster)
22: L = length(Cluster)
23: if ∆T ∈ (∆tmin,∆tmax) & L>NPts then
24: AllClusters=AllClusters + Cluster
25: end if
26: Cluster={}
27: ClusterOpen ← false
28: end if
29: end if
30: end if
31: end while

because at this step we are no longer interested in the dynamics
of the ships. The main idea of these techniques is to find the
clusters based on the density of regions in a data set. The final
clusters of such algorithms will be continuously dense and not
necessarily convex regions of the data set.

In the following, we will use the DBSCAN (Density-Based
Spatial Clustering of Applications with Noise) algorithm,
which defines density of the region around a data point as
the number of points in a neighborhood, Nϵ, a circle with
constant radius ϵ. To be tolerant to noise, the region is defined
dense if this number is greater than a threshold, MinPts.
Then, connected dense regions are called clusters.

The main advantage of the DBSCAN method is that it is
unnecessary to predetermine the clusters number. Then, it is
particularly suitable for unknown data sets. On the other hand,
the accuracy of DBSCAN depends on the selection of the
parameters ϵ and MinPts. For a given ϵ, the number of
the core objects will be greatly reduced when the value of
MinPts is too large. To the contrary, many objects will be
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Fig. 4. (a) Tracks extracted from all AIS position reports (from all ships) received during the month of January 2014 in Icelandic waters; (b) Stops and
moves extracted by the events identification algorithm. Red points represent moves, while green ones represents stop points.

wrongly classified as core when MinPts is over-small. For
a given MinPts, instead, a large amount of points may be
marked as noises and a natural cluster may be divided into
some several clusters when the value of ϵ is over-small. Some
noise points can be classified into clusters improperly and
several disjoint clusters may be merged into a single cluster
incorrectly when the value of ϵ is over-large. In the following,
we adopt a heuristic approach for determining ϵ and MinPts.
It relies on the idea that distances between points in a cluster
and their k-th neighbors are very close to each other. Then,
for a given MinPts and k = MinPts, it is possible to study
the behaviour of the sorted distances between points of the
data set and their k-th neighbors. A reasonable value for ϵ is
the value at which a sharp increase in the calculated distances
occurs.

Then, the Trajectory Clustering step of the architecture in
Fig. 1 consists of applying the DBSCAN clustering technique
to the points detected within the Event Identification process.

III. RESULTS

We have implemented the proposed method with real world
AIS data covering the time frame between January 1st and
January 31st 2014 for Icelandic waters. The data set used
for the analysis has a dynamic part mainly containing vessel
MMSI, the timestamp, the latitude and longitude of the vessel,
the vessel SOG and COG; and a static/voyage-related part
made of information on the name of vessel, the size of the
ship, the flag, the call sign, the port of destination together
with the estimated time of arrival, the IMO number, and the
vessel type. After the pre-processing and trajectories extraction
steps in Fig. 1, we identified 1055 different vessel objects VE ,
each one containing both static/voyage-related and dynamic
information. Fig. 4a depicts the whole set of tracks extracted
from the data set received during the month of January 2014
in Icelandic waters. At this step we are thus able to get
historic (both dynamic and static/voyage-related) information

on a certain vessel by simply selecting a single object from
the list VEk, k = 1, . . . , N , with N = 1055. The next goal
consists of detecting stop points in each trajectory, according
to Algorithm 1, with the definition of stops associated to those
points where vessels are fishing.

The fishing fleets in Iceland waters use a variety of fishing
techniques and gears. The range of fishing gears include
handline, longline, gillnet, bottom trawl and Danish seine
for groundfish and flatfish. The fishing gear that catches the
highest value is the bottom trawl with 40%-50% of the value
of the total catch. The second most valuable catch is from
longlines [25]. In the following, we will focus on trawler
behaviour. As discussed in Section II, the selection of input
parameters of the events identification algorithm is critical to
discover fishing points with a low probability of false alarm.
It is well-known that trawlers, during fishing operations, are
towed at speeds ranging from 1 to 7 knots, frequently between
3 and 5 knots. Duration of a tow mainly depends on the
expected density of fish, from a few (10-15 minutes) up to
10-12 hours. Fig. 4b displays the outcomes of the events
identification algorithm using the following input parameters:
∆θth = 10 deg; vmin = 1 knot; vmax = 8 knots ; ∆tmin = 15
min; ∆tmax = 15 hours; MaxTol= 2 points and NPts= 10
points. Green dots represent the stop points identified by the
application of Algorithm 1 to each object identified as a fishing
vessel through the static/voyage-related information, while red
dots are the move points. Fig. 5, instead, depicts the density
of fishing points identified from the previous step and gives
an idea of the fishing effort during the month of January 2014
in the Icelandic waters.

The points classified as fishing points in this scenario
represent the cases where a trawl like behaviour was identified
for trawl vessels. However, since the analysis incorporated
all fishing vessels, potentially, other non trawling vessels,
displaying a trawl like behaviour, might be identified as fishing
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Fig. 5. Density of points detected by the events identification algorithm in
Icelandic waters during the month of January 2014. Red polygons represent
the convex hulls of the cluster sets identified by the DBSCAN process. Note
how the results of clustering follow the bathymetry of Icelandic waters.

while they are not.
Finally, the fishing points detected by the events identifica-

tion algorithm are clustered through the DBSCAN procedure
described in Section II. The result of this step is represented
in Fig. 5, where the algorithm is applied with the parameters
MinPts= 15 points and ϵ = 0.02, and the red polygons
represent the convex hulls of the cluster data sets identified
by the DBSCAN algorithm. The choice of cluster radius, ϵ,
is done as described in Section II. It follows that, while the
events identification step provide a representation of the fishing
effort, the trajectory clustering process allows to build a map
of the fishing footprints in the area of interest.

We have implemented the proposed methodology in the
Blue Hub system, the Joint Research Centre (JRC) in-house re-
search platform for vessel tracking, data fusion and knowledge
discovery [26]. Fig. 6 depicts the density of the fishing points
detected through our algorithm with data collected during the
month of January 2014 and the behaviour of a fishing vessel
tracked from March 11 to March 18. It is interesting to observe
how the fishing vessel moves from and to the port of Isafjordur
and makes its fishing operation almost exactly in the most
dense area of stops detected through our events identification
algorithm. Moreover, it is interesting to note how the fishing
area extracted during the month of January fully matches to
the behaviour of a fishing vessel two months later.

The approach proposed can be separately applied to the
well-known FAO major fishing areas [27], whose extents are
generally such that the computational burden of the algorithm
is not demanding. Moreover, the process can run off-line, then
there is not any strict constraint on the synchronization with
incoming data.

IV. CONCLUSION

In this paper we presented a framework for the automatic ex-
traction of knowledge on vessel activity by using unsupervised

Fig. 6. Screenshot of the Blue Hub platform where the fishing behaviour
detection algorithm has been implemented for the whole month of January
2014. The screenshot displays the density of the stop points detected, together
with a fishing vessel tracked from March 7 to March 19.

techniques applied on both coastal and space-based AIS data.
In particular, we considered the practical scenario of discover-
ing and characterizing the fishing areas by exploiting historical
AIS data broadcast by fishing vessels. The proposed strategy
relies mainly on a fishing behaviour detection algorithm that
allows to identify points where ships are probably fishing. The
concentration of these points is strictly linked to the fishing
effort in a certain area of interest. Furthermore, a clustering
procedure of the fishing points allows to build a map of the
fishing areas on a desired time frame. Moreover, the exploiting
of both coastal and space-based AIS data helps to overcome
the issues related to the use of VMS data, namely the lack of
persistence and accessibility.

Future work will consist of analysing the behaviour of the
proposed architecture in several areas of interest and validating
the results with ground truth data. Fishing gear might be
important factors to identify gear-specific fishing behaviours
that will allow more precise identification of stop points and,
consequently, of fishing areas.
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